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ABSTRACT

When asking a question about visual data, there is often no single right answer. Input
images can be blurry, low-contrast, or otherwise difficult to interpret; different users hold
different priors and biases; and the desired output frequently depends on the downstream
task. Yet most machine learning models for vision produce a single deterministic prediction,
collapsing this inherent variability and discarding information about the space of plausible
solutions. Stochastic generative models such as diffusion and flow matching help capture
this variability by sampling multiple predictions from a learned distribution. This thesis
develops various strategies to produce diverse, plausible outputs across two domains: medical
imaging and photography. We first introduce Pancakes, a method that, given a medical image
from a previously unseen domain, automatically generates multiple plausible whole-image
segmentation maps consistently across images from the same domain. If the user knows the
desired segmentation, they can provide a small context set of annotated image—segmentation
pairs. We then present Tyche, an in-context learning framework that produces multiple
plausible segmentations for new tasks without retraining. In the context of photographic
enhancement, we show how to transform everyday snapshots into images that look as if
they were taken by a professional photographer, using text to disentangle the content of an
image from its aesthetics and to sample multiple content-preserving enhancements. Finally,
we present AtlasMorph, which addresses another form of ambiguity: different users need
anatomical templates tailored to different subpopulations. AtlasMorph learns conditional
brain MRI templates and label maps as a function of subject attributes such as age and sex,
improving downstream registration.
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Chapter 1

Introduction

Many questions about visual data do not have a single correct answer. Visual tasks are often
ambiguous, and di erent outputs may be equally valid depending on the user or intended
use. This thesis builds on that premise.

Figure 1.1 shows examples of ambiguous tasks in photograph enhancement, biomedical
lesion quanti cation, and medical image segmentation. Di erent photographers have di erent
aesthetic preferences when retouching a photograph. In medical imaging, di erent experts
often disagree on how to segment a lung nodule, or even whether a lesion is present. This arises
from ambiguity in the input image (noise, blur, low contrast), or di erent annotator priors.
Finally, there are many ways to segment a given image depending on the downstream tasks.
For example, brain MRIs can be segmented based on tissue types, anatomical structures,
substructures, or vessels.

Most machine learning models are designed to output a single deterministic prediction,
particularly for tasks such as image segmentation. Providing a single output discards
information about the range of plausible solutions. This approach risks misleading downstream
users, failing to capture user intent, and even completely missing potentially important
possibilities, like a cancerous lesion.

Stochastic models address these shortcomings by providing multiple plausible outputs.

Image generation. Generative models that characterize image distributions, such as
variational autoencoders (VAES), generative adversarial networks (GANs), di usion models,
and ow matching networks, are widely used to stochastically synthesize realistic images.
Stochastic models help produce sharp images. Various conditioning strategies exist to enable
better control over the characteristics of the generated image. For example, some methods
use text to describe the properties of the scene to produce.

Medical image segmentations. Understanding the underlying ambiguity when segmenting
regions of interest in medical imaging can help guide medical decisions. Some methods
produce pixel-wise probability estimates. Stochastic models can instead sample multiple
plausible label maps for a given region of interest. This strategy serves as a more complete
way to capture ambiguity and the correlations across pixels. As in natural images, di erent
conditioning mechanisms exist to guide the sampling process. For example, providing a
context set of image-segmentation pairs as input can guide the sampling process and describe
which structure to segment.
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Figure 1.1: Di erent tasks where multiple answers are reasonable. In many vision
tasks, there is often not a single right answer. Possible answers can vary based on the
downstream task, user preferences, and input quality.

Summary. This thesis investigates how to model underlying task ambiguity by producing
multiple plausible solutions. In particular, we explore tasks in medical image segmentation and
photograph enhancement. In medical image segmentation, biomedical researchers often have
to segment new regions in images from new domains. We rst demonstrate how to produce
multiple plausible label maps for new groups of images from unseen domains, and ensure
that the produced labels are consistent across a group of images. If the user has examples
of the desired segmentation, we extend our model to leverage this set of labeled images
to guide the segmentation task, without any additional training. We then build on these
concepts, and apply them to computational photography, where di erent users have di erent
priors about what constitutes a high-quality photograph. Given an acquired photograph,
we propose a new method that produces multiple high-quality enhanced images. We use a
text description to maintain the core aspects of the photo. Finally, when learning atlases,
di erent users want to use atlases for di erent reasons. Di erent studies and clinical questions
call for templates tailored to di erent subgroups. Our solution, AtlasMorph, addresses this

by learning conditional brain MRI templates as a function of subject attributes, yielding
templates better matched to their subpopulations and improving downstream registration.
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This thesis is structured into four chapters:

1. Consistent Multi-Protocol Image Segmentation Across Biomedical Domains.
A single biomedical image can be meaningfully segmented in multiple ways, depending
on the desired downstream application. For instance, a brain MRI can be segmented
according to tissue types, vascular territories, broad anatomical regions, ne-grained
anatomy, or pathology. Existing automatic segmentation models typically either (1) sup-
port only a single protocol, the one they were trained on, or (2) require labor-intensive
manual prompting to specify the desired segmentation. We introduce Pancakes, a
framework that, given a new image from a previously unseen domain, automatically
generates multi-label segmentation maps for multiple plausible protocols, while main-
taining semantic consistency across related images. Pancakes introduces a new problem
formulation that was not previously attainable by existing foundation models. In
a series of experiments on seven held-out datasets, we demonstrate that our model
can signi cantly outperform existing foundation models in producing several plausible
whole-image segmentations that are semantically coherent across images.

2. Stochastic In-Context Learning for Medical Image Segmentation. For most
new segmentation tasks with a speci ¢ desired protocol, a new model has to be trained
or ne-tuned using existing example segmentations. This requires extensive resources
and machine-learning expertise and is therefore often infeasible for medical researchers
and clinicians. In contrast, in-context learning models enable a single trained model to
generalize to new modalities and anatomies at inference time using a small set of image
segmentation pairs. We build on this concept in Tyche, a model that uses a context set
to generate stochastic predictions for previously unseen tasks without the need to retrain.
Tyche di ers from other in-context segmentation methods in two important ways. (1)
We introduce a novel convolution block architecture that enables interactions among
predictions. (2) We introduce in-context test-time augmentation, a new mechanism to
provide prediction stochasticity. When combined with appropriate model design and
loss functions, Tyche can predict a set of plausible diverse segmentation candidates for
new or unseen medical images and segmentation tasks without the need to retrain.

3. From everyday snapshots to professional photographs. Smartphone cameras

are ubiquitous. However, limitations in equipment and user expertise often result
in images that fall short of professional quality. Existing computational methods to
enhance photos primarily x speci c acquisition artifacts, such as underexposure or
motion blur. In contrast, we propose a new paradigm for image enhancement aimed at
aesthetic modi cations. These include both low-level image improvements, like focus
and contrast, as well as high-level changes in scene composition, framing, and camera
angle. We formalize this problem, which we call exible enhancement, and introduce
PixelPolish, a novel method that can substantially improve image aesthetics while
preserving content. We introduce a training strategy that creates pseudo-pairs of high-
and low-quality photos sharing some visual elements, and explicitly accounts for their
semantic di erences. Through a set of experiments, we evaluate PixelPolish's ability to
produce a distribution of photos with improved aesthetics. We demonstrate that current
generative photo-editing models struggle to perform large aesthetic transformations
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while preserving scene content. PixelPolish therefore represents the rst practical
framework for exible enhancement.

. Learning conditional deformable templates for brain MRI. Deformable tem-

plates, or atlases, are images that represent a prototypical anatomy for a population.
They are often augmented with probabilistic anatomical label maps. Atlases are com-
monly used in medical image analysis for population studies and computational anatomy
tasks such as registration and segmentation. Because developing a template is a compu-
tationally expensive process, relatively few templates are available. As a result, analysis
is often conducted with sub-optimal templates that are not truly representative of the
study population, especially when there are large variations within this population.

We propose a machine learning framework that uses convolutional registration neural
networks to e ciently learn a function that outputs templates conditioned on subject-
speci c attributes, such as age and sex. We also leverage segmentations, when available,
to produce anatomical segmentation maps for the resulting templates. The learned
network can also be used to register subject images to the templates. We demonstrate
our method on a compilation of 3D brain MRI datasets, and show that it can learn
high-quality templates that are representative of populations. We nd that annotated
conditional templates enable better registration than their unlabeled unconditional
counterparts, and outperform other template construction methods.
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Chapter 2

Consistent Multi-Protocol Image
Segmentation Across Biomedical Domains

2.1 Introduction

There are many ways to segment a biomedical imalgeDepending on their goals, clinicians

or biomedical researchers employ a speci ¢ segmentation protocol, which de nes the regions
of interest (ROISs) to be segmented (Figure 2.1). This could involve, for example, segmenting

major anatomical classes, granular anatomical regions, di use tissue types, systemic structures
like vessels or nerves, pathologies, or functional areas [2 7].

Existing learning-based biomedical image segmentation tools require speci cation of a
segmentation protocol [8 12]. Fully-automated models are trained to segment an image
using image-segmentation training pairs, which implicitly de ne the protocol [13 15]. Recent
in-context or few-shot models also use image-segmentation pairs, but use them as input to
specify the desired segmentation protocol for a target image [8,16 18]. Interactive models
rely on user interactions to indicate the desired ROIs [10 12,19]. In all of these strategies,
the desired segmentation protocol is speci ed by the user (interactively or by example). This
is a substantial burden on biomedical researchers, who commonly need to segment a new
biomedical image with a potentially new segmentation protocol [8,20].

(1) Rapid segmentation for new protocols. New protocols are frequently introduced [21

23], and there is a need to produce corresponding segmentations. If a scientist has a particular
protocol in mind, but there are no existing tools for segmenting it, they can choose the
protocol from Pancakes that best aligns with their intended use.

(2) Exploratory population analysis. Pancakes will support users in discovering or select-

ing segmentation strategies appropriate for their scienti ¢ or clinical questions. For example,

a clinical scientist who studies how anatomy relates to some outcome (e.g., progression of
a disease) or predictor (e.g., genetics) can use Pancakes to quickly extract segmentations
of multiple candidate anatomical regions that have never been segmented, compute their

volumes, and test correlations with clinical outcomes, thereby identifying promising candidate

IWork in this Chapter was presented at NeurlPS 2025[1]. This chapter includes minor edits and
clari cations. We refer to the original publication for the most exhaustive supplemental material.
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Figure 2.1. Examples of di erent expert provided protocols for brain MRI. A

biomedical image can be segmented in many di erent ways. For example, protocol 1 here
corresponds to a coarse-grained categorization of tissue types. Colors correspond to distinct
ROIls (the choice of colors is arbitrary). Typical neural networks follow a xed protocol,
speci ed explicitly or implicitly by the user.

regions.

Pancakes takes an image as input and produces a distribution over segmentation protocols.
It then uses a segmentation sampling mechanism to produce several complete, multi-label
segmentation maps from diverse protocols for that image. Importantly, within a chosen
protocol, segmentation maps are semantically consistent across subjects a specic label
denotes the same anatomical structure in each image of the collection.

In a series of experiments, we demonstrate that our model can signi cantly outperform
baselines in producing several plausible whole-image segmentations that are semantically
coherent across images. We show that Pancakes outperforms by a wide margin foundation
segmentation models that can provide full-image segmentation on seven held-out datasets.

2.2 Related work

Single-protocol biomedical image segmentation. Most existing biomedical image
segmentation models [13 15] are by design constrained to a speci ¢ biomedical domain and
image type. For example, some models specialize in segmenting images of brains [6,24 27],
hearts [28,29], or eye vessels [30 32]. Each model learns a speci ¢ segmentation protocol
de ned by the image-segmentation pairs used during training.

Universal segmentation. Recent universal models can each segment a wide variety of
structures across biomedical domains. They are trained jointly on large data collections
containing diverse structures and image types, both for natural [10,16,18,33,34] and medical
imaging [8,9,11,17,35 37]. Some methods generalize to new tasks by enabling a condition, or
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prompt, as input. This conditioning could involve example image-segmentation pairs [8,16
19,34,38], user interactions such as bounding boxes, clicks, or scribbles [10,11,19,33,36,39,40],
or even text [9,35,37,40]. Providing this conditioning is labor-intensive, especially when
tackling a new segmentation task involving a large collection of images.

We also train Pancakes using large image collections, to generalize to new domains.
However, we avoid the need for the user to prescribe the protocol and instead automatically
estimate multiple segmentation maps corresponding to di erent plausible protocols.

Some universal models can completely partition an image from a new biomedical domain
into multiple labels [10,12,41]. As we show in our experiments and illustrate in Figure 2.2,
these segmentation maps are semantically inconsistent across subjects, with the same label
having di erent meanings across images. In the rare case when the same structure is
segmented in two images, the assigned label index is usually di erent, and establishing the
correspondence is non-trivial.

Multi-protocol segmentation. Motivated by the fact that many objects in an image can

be divided into subparts, some methods produce labels from a hierarchy of protocols in an
image [42 45]. This restricts the types of segmentations produced to xed protocols that are
inherently hierarchical, with nested structures. The methods are trained on limited domains
or specialized to natural images. In either case, they require the hierarchy to be explicitly
provided, which makes them less broadly applicable. In contrast, our approach produces
label maps from multiple protocols that need not be hierarchically related, while generalizing
to unseen structures.

Ambiguity and uncertainty. Even within a well-de ned protocol, many segmentation

tasks and biomedical images involve substantial ambiguity. This can be caused by problems
with the image acquisition (e.g., noise or low contrast), ambiguous de nitions of the desired
region, or the downstream goals following the segmentation step. Recent models capture
variability among manual raters [17,46,47], often by aggregating multiple predictions for a
given structure or protocol to obtain an uncertainty estimate [48]. In our work, we jointly
capture the ambiguity of the possible protocol and the inherent ambiguity in the image, but
focus on the ability of a single framework to produce segmentations that represent di erent
protocols consistently across scans.

Deep-learning and sampling mechanisms. Deep-learning segmentation frameworks

that produce di erent outputs for a given input use an implicit or explicit mechanism to
sample di erent solutions, such as variational autoencoders [49 51], di usion models [52 55],
multivariate Gaussian [56], or in-context stochastic models [17]. We build on these sampling
mechanisms, and propose a new mechanism to sample di erent segmentation protocols that
are varied but consistent among images from the same domain.

2.3 Method

Given an imagex, we lety, be a multi-label segmentation map for a speci ¢ protocamn
composed of non-overlapping labels. Typically, a segmentation modge(x) = ¥, follows a
xed prede ned protocol m.

Instead, we design a framework that can produce a set of label mays,gV., for M
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Figure 2.2: Current automatic segmentation foundation models produce inconsis-

tent segmentations. Given a set of similar images to segment (left), automatic foundation
models can fully parcellate each image, but the obtained segmentations are not semantically
consistent across images. Even in rare cases where the same structure is labeled on two
images, the label index (color-coded here) is usually inconsistent. There is then no clear
mapping between the segmentations from the two samples, making it di cult for biomedical
clinicians and researchers to use the results.

di erent protocols, summarized in Figure 2.3. We estimate high-dimensional parameters
of a distribution p(ym; jx ) over segmentation mapy,, spanning di erent segmentation
protocols m, using the function f (x) = .

We model the distribution parameters as a vector for every image pixel, encoding the
likelihood of di erent labels at that pixel location across protocols.

We modelf . (x) = as a neural network with a UNet architecture, which takes in
an image and outputs the parameters. Below, we describe the mechanism for sampling
segmentation maps from the distributionp(yn; jx ). We then de ne a loss that encourages
segmentation maps for a given protocah to be semantically consistent across a set &f
images from the same biomedical domain.

Protocol sampling. We design a new mechanism to produce diverse segmentation
maps across di erent protocolsy,, p (Ym; jX ). Let a random variabler,, = (M;K))

U@, MMy U (1, K™), whereU is the discrete uniform distribution, M ™ is a maximum
number of label maps andK ™ a maximum number of labels for per map. We compute
label maph , (;r m) = ¥m given a deterministic functionh ,. The function rst forms an
intermediate representationv,, = €(rn,), building on concepts from positional embedding.
We concatenate this representation with the distribution parameters at each image location,
and use a shallow fully-convolutional network to yield the nal segmentation maps:

Ym =h (v m) (2.1)
=h  (F  Xijelr m)): (2.2)

We predict the distributional parameters once, and then e ciently computeh |, (jje (fr ng)) =
¥ mg for a set of random variables ff, g.

The intermediate representations/,, = fv g capture all labelsk in protocol m. Let
un and ux be vector representations corresponding to protocoh and label k, inspired
by position embedding [57]. We model,,x = unjjux, wherejj denotes the concatenation
operation. Speci cally, given integer values t, we form vector representation as:

ut2j =8in(zyy + E)' Ut2j+1 = sin(zy E) (2.3)
with t
Zy = ?ZZJT, (2.4)
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Figure 2.3: Method Schematic. To produce multiple consistent label maps for an image
setfx sg, we rst estimate the distribution parameters via f  (x). We then sample from
the distribution with parameters through the random variable rp,: h  (rm; ) =9 m.

the size of the vector. We use this formulation to form vectors for any desireg, and uy,
which, in turn, enables us to formv,, for any given protocol. Speci cally, the constantsT for
both vector representationsu,, and ux are determined by the random variable,, i.e., the
values of M and K sampled.

Inference. During inference, Pancakes is given a set of imagéds sg as input. For each image
in the set, Pancakes produces a variable number of label mafg, from various protocols
with a variable number of labels ¢« semantically consistent across the images.

2.3.1 Training strategy

Our goal is to enable o -the-shelf multi-protocol segmentation of any biomedical image

especially for those not seen during training. To achieve this, we train a single Pancakes

model on a wide array of biomedical datasets spanning diverse domains and segmentation

protocols. In most realistic scenarios, only a subset of the labels (often one label) in a protocol

are available in each dataset, and most often only one protocol. At each training iteration, we

rst sample a dataset from the biomedical collection. If a dataset contains multiple protocols,

we sample a protocol, and then sample a speci c label taskvithin that protocol. Finally,

we randomly sample a set of images from that dataset for which that label is segmented.
At each iteration, for a set of images$x sg with associated ground-truth binary labelsfy sg,

we sampleM protocols containing at mostK labels each, and predict label map& ,.sg for

all M protocols.

Loss function. We use a loss function that encourages the label maps of any produced
protocol to be consistent across the image set. The loss function also enables learning from
data with only a subset of labels segmented in each protocol, and encourages diversity of
predicted candidate protocols. This is similar to the loss used in Chapter 3; see Section 3.3.1
for more intuition of this loss.

We de ne dnk (P ssmk 9; Y s9) = Es[Lpice Psmk; ¥s)] @s the average Dice score for a pro-
tocol m and label k across the samples, where ¥« is the binary map of labelk of
prediction $,.s. Denoting T as the set of all possible tasks anfl the set of all image sets,

31



Figure 2.4: Example input and binary label available at training. Images from the
same set come from the same domain.

we optimize model parameters; and , by minimizing the loss function
L( t; n T)=E7Es[Lseg(f9 s:m;kg;Y;)]; (2.5)
with L seg(f9 s;mik 95 Y;) = rrr”? Ak (9 smik 9 fy;g): (2.6)

By using a loss function that penalizes the segmentation of the best performing predicted
protocol m and label k, the method encourages diverse label map sampkgs with at
least one candidate segmentation map that matches the ground-truth binary label [10,17].
By averaging the loss terms across the set, the loss encourages l&bef protocol m to
refer to the same region in each image. Figure 2.4 shows examples of the inputs and their
corresponding binary labels used in the loss.

Augmentations. We apply standard data augmentations to improve generalization, such

as Gaussian noise, blur, contrast changes, a ne, and elastic transforms. Building on recent
strategies [8], we distinguish between two types of augmentations, in-task augmentations and
task augmentations. The in-task augmentations are applied independently to each element in
a set and aim to increase the diversity of sets. The task augmentations are applied consistently
across elements of the same set and aid in increasing the number of protocols available at
training. A complete list of augmentations and parameters is provided in Appendix A, Section
A2.1.

Synthetic Data. To improve the generalization to new domains, we use synthetic data
[8,24,58] built on Anatomix [59]. First, we create maps by sampling binary segmentations
from TotalSegmentator [60]. To simulate images from the same set representing the same
biomedical region, we rst sample a single label map, which is shared across the elements of
one set. We then create label maps by applying a ne and elastic transforms to the original
label map independently. We assign an intensity to all pixels in a given label, and apply
several related augmentations to create a synthetic corresponding image set. Examples of the
sets generated are shown in Figure 2.5.
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Figure 2.5: Anatomix Examples. Label maps and images within a set are very similar to
one another, sharing similar relative locations for each structure. The main di erence lies in
the augmentations applied, both to the images individually (Gaussian noise, for example),
and also to both the images and label maps (elastic deformation, for example).

2.3.2 Implementation details

For function f ('), we use a UNet-like architecture, with convolutional layers of 32 features
followed by PReLU activation [61]. The functionh () is a series of convolution layers with
skip connections, with 32 features, kernel size 3 and stride 1. We use the SoftMax function
across theK dimension to obtain multi-label segmentation maps, with non-overlapping labels.
This ensures that our protocols are complete, assigning a label to each image pixel, instead of
partial, assigning labels to only speci c regions of the image. During training, we sample the
maximum number of labelsK , the number of protocolsM , and the set sizeS uniformly from

a xed range: K 2 [5;40] M 2 [5;15] S 2 [2;5]. Within the same batch, di erent sets come
from di erent domains. At inference time, K and M can be chosen by the user, whilg is
determined by the number of images in the set to segment. We use the AdamW optimizer [62]
with a learning rate of 0.0001 [63]. Our model was trained using 45G of memory on a single
node of an NVIDIA DGX A100 machine using two cores. We use a batch size of one.

2.4 Experiments

We evaluate Pancakes on various held-out biomedical segmentation tasks, with three goals:
(2) verify that each protocol generated by the model is semantically consistent across images;
(2) quantify how well Pancakes matches manual segmentations of a provided protocol; and
(3) study how design choices during training and inference a ect diversity and accuracy.

We focus on datasets and imaging domains unseen during training.

Evaluation.

The evaluation of a method's ability to produce segmentation maps for di erent plausible
protocols that are consistent across subjects is substantially more challenging than evaluation
in standard ( xed protocol) segmentation tasks. Most test datasets provide only one label
from one protocol.

We start by assessing if any of the predicted protocols produce a label that closely
matches a ground-truth label. We then capture whether this label is consistent across the set.
Speci cally, we compute the Dice score [64,65] between the available ground-trythand
the labels produced for each label map and each image in the ggt.« . We then compute
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the average across subjects in the seEsfDice (Ys:m«;Y.)g]. Finally, we record the produced
label that performs best, identi ed by a speci c mapm and labelk. We call this metric Set
Dice:

max EsfDice(fy smy g; ¥5)g: (2.7)

Set Dice captures: (1) Consistency: does a given label represent the same region in all
images in a set; and (2) Accuracy: for each individual image, how well does the best label
match the ground-truth segmentation?

Because our goal is to generate a family of anatomically coherent multi-protocol label
maps, no single user-provided mask can serve as a universal ground-truth . Therefore, overlap
metrics such as Dice score o er only a partial assessment. We complement our quantitative
evaluation with visualizations that illustrate the range of protocols generated by Pancakes.
We assess these examples in two aspects: (1) each protocol should be consistent across
subjects; and (2) di erent protocols should generate di erent, yet still anatomically plausible,
partitions. Inevitably, some protocols will resonate more with the reader's expectations than
others. Our goal in this visualization is to demonstrate the diversity and semantic coherence
Pancakes can achieve.

Data. We train Pancakes on a large, diverse collection of biomedical data, and evaluate
the multi-protocol segmentations produced on images from held-out datasets, detailed in
Appendix A. We use Megamedical [8,11,17], which covers many biomedical domains [2,3,5,8,66
113].This dataset has diverse anatomies such as thoracic organs [95], brain [5], eye [96]; and
diverse modalities including XRay [79], CT [95], ultrasound [89] and fundus images [114].
We partition this collection into three subgroups. Training datasets are used at training
time, including model weight optimization and backpropagation. Development datasets,
ACDC [68], PanDental [66], and SpineWeb [112], are not used in training but to evaluate
models during development. Held-out datasets are only used for nal evaluation. They
are QUBIQ Prostate dataset [115], SCD [102], WBC [113], BUID [67], LIDC-IDRI [116],
DDTI [117], and STARE [114]. Complete tables of the datasets, split by data subgroup
(Training, Development, Held-out) are shown in Tables A.9, A.10, and A.11. Megamedical
covers a wide range of modalities (MRI, ultrasound, XRay) and anatomies (organs, bones,
substructures, and ne structures like vessels).

The images within each non-held-out dataset are split into training, validation, and test
splits. We train the models on the training split of the training datasets. We used the
training split of the development datasets to monitor out-of-distribution capabilities. We
report results on the test splits of the held-out datasets. We split the dataset based on
subjects, and ensured that there was no train/validation/test subject cross-contamination.

We also synthesized 12000 training image-segmentation pairs as described in Sec-
tion 2.3.1. We refer to these examples as Anatomix data.

Benchmarks. To our knowledge, there are no methods that attempt the same task as
Pancakes. We compare Pancakes to four methods that can be used to produce segmentation
maps for new images, none of these were designed to produce multiple protocols consistently
across subjects.

SAM [10,33]: the Segment Anything Model (SAM) is an interactive image segmentation
model trained mostly on natural images. SAM involves a whole-image-segmentation mode,
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Figure 2.6: Pancakes generalizes well to unseen datasets. We evaluate Pancakes and
baselines with the Set Dice metric.

which produces a grid of simulated clicks over the whole image, removes high-overlapping
regions and selects the most likely masks using a con dence threshold. We use this mode,
and produce diverse whole-image segmentations by varying the con dence threshold.

ScribblePrompt[11]: ScribblePrompt (SP) is an interactive segmentation tool trained
on Megamedical. We use the SP-SAM variant, which performs best on clicks, and obtain
multi-protocol and multi-label predictions using the same whole-image strategy we used for
SAM.

MedSAM [39]: trained speci cally on medical data, this model uses a SAM-like architecture
and is optimized for bounding box interactions. We produce whole-image segmentations
using the SAM whole-image segmentation mode.

UnSAM [12]: trained on a curated set of natural images, this model produces segmentation
masks using a DINO [118] backbone (pretrained ResNet50 [119]) and the Mask2Former [120]
mask decoder. UnSAM produces a list of labels to serve as label maps. We use the UnSAM+
model version, trained on part of the SA-1B dataset [10]. To produce segmentations with
diverse protocols and labels, we use the UnSAM's existing whole-image segmentation scheme.

2.5 Results

For our main evaluation, all error bars are 95% con dence interval using 1,000 bootstraps of
all sets. We use Set Dice with a set siZ8 = 3, and useM = 8 protocols andK = 20 labels.

Figure 2.6 shows that Pancakes outperforms the baselines on all unseen datasets, often by
a margin of more than 20 Dice points. For a more detailed assessment, we separately report
accuracy, consistency, and the e ects of hyperparameters, and visualize results in several
scenarios.
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Figure 2.7: Pancakes is both consistent and accurate compared to baselines. When
evaluated solely on accuracyg = 1), Pancakes is comparable to SAM and outperforms other
baselines. As S increases, Pancakes is the only model whose performance is not degraded.

Figure 2.8: Evaluation on additional metrics: loU and surface distance. For individual

predictions (S = 1), Pancakes is comparable to SAM and outperforms other baselines. As the
set sizeS increases, Pancakes is the only model whose performance is not severely degraded,
since it can produce consistent segmentations.

Accuracy versus consistency. Figure 2.7 shows that Pancakes performs well on both
segmentation accuracy and semantic consistency across images. For individual accuracy (set
sizeS = 1), which does not penalize semantic consistency across images, Pancakes performs
similarly to SAM, and is superior to all the other baselines. As the set siZeincreases, all
baselines fail to produce semantically consistent segmentations, while Pancakes segmentations
remain consistent across the set, leading to a stable Set Dice. We hypothesize that SAM is
better than biomedical baselines because it was trained on a wider variety of labels and images,
and is therefore less prone to task-over tting. In Figure 2.8, we report results evaluated using
two additional metrics: Set loU and Set surface distance. They are computed in the same
way as Set Dice but replacing Dice score with loU and Surface Distance respectively. When
the set size is one§ = 1), the set metric reduces to the standard metric, ignoring consistency.
The conclusions are similar to those for Set Dice.
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Figure 2.9: Pancakes set consistency. For the same protocol, each label, identi ed by
color, is assigned to similar structures across a set of images.

Figure 2.10: Pancakes and baselines set consistency. Evaluated on 3 held-out datasets
(left to right: WBC, HipXRAY, QUBIQ Prostate), Pancakes is the method that is the most
consistent across predictions compared to the baselines.
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Figure 2.11: E ect of M and K. Left: Input image for the rst subject in the set ( s=0)
with set sizeS = 3. Middle: Pancakes can produce diverse label maps with xel labels
per protocol. Right: Increasing the maximum number of label& tends to lead to ner
structures in the produced label maps.

Figure 2.9 illustrates Pancakes predictions for a xed protocol, and highlights visually the
semantic consistency across the images of a set. Figure 2.10 shows that even though some
baselines produce more accurate individual labels than Pancakes, Pancakes provides the most
consistent labels across images of the same set.

Overall, Pancakes outperforms or matches the other methods in producing plausible
protocols, and outperforms all methods by a substantial margin in producing semantically
consistent protocols.

In uence of M and K. Figure 2.11 illustrates the diversity of protocols captured in Pancakes
segmentation outputs. They are produced by xing the set siz8, varying the maximum
number of labelsK , and performing one forward pass through the network. The label maps
are di erent from one another across protocol IDm and maximum labelsK, capturing
structures at various granularity levels. Figure 2.11 also shows that increasing the number of
labels K per protocol results in segmentations of ner structures.

Figure 2.12 captures the quantitative impact of the number of label magd and maximum
label numberK for a xed set sizeS. Producing more protocols leads to better performance
in general, while performance as a function & is more variable. We hypothesize that this
arises from the non-overlapping nature of labels within each protocol. Ambiguous regions
that could belong to multiple labels require separate protocols to represent each plausible
interpretation. Therefore, having more protocols enables the model to better capture such
ambiguities.

E ciency. We study runtime requirements by running all the models on the HipXRay [77]

test split. Table 2.1 shows the average run time across 1,000 trials. Pancakes is substantially
faster than all baselines, because of its e cient fully-convolutional architecture, leading to a
leaner model and fewer parameters.
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Table 2.1: Inference time and number of pa-
rameters. Pancakes has substantially fewer pa-
rameters and is signi cantly faster than baseline

methods.
#Param  S=1 (sec.) S=3 (sec.)
Ours 0.22M 0.10 0.04 0.12 0.03
SAM 641M 3.130.16 2.94 0.24
SP 93.7M 1.99 0.13 1.85 0.18
MedSAM 93.7M 2.12 0.17 1.94 0.18
Figure 2.12: In uence of segmen- UnSAM 23M  0.54 0.012 0.45 0.03

tation maps M and labels K on
segmentation quality for S = 3.

Table 2.2: In uence of synthetic data across

set size. For M = 16, training with both synthetic
data and Megamedical yields a small yet consistent
improvement over only training with Megamedical.

Both Megamedical Synthetic
73.2 55 711 6.2 56.3 4.9
67.3 6.0 65.8 6.7 458 5.0
67.4 6.0 65.7 6.8 443 5.4
68.4 5.6 67.4 6.9 427 55

Figure 2.13: Interactive Segmenta-
tion with Pancakes initialization.
Pancakes can be used as an initializa-
tion for interactive segmentation to
obtain high quality labels faster.

numunmwm
I mnn
g wnN P

2.5.1 Analysis

We use Set Dice withS = 3, M = 8 and K = 20, since we found performance on the
development datasets saturates a1 = 8 and K = 20, with only marginal gains achieved

by further raising M. We therefore chose to use these parameters as a balance between
performance and the number of structures clinical users might expect in practice.

In uence of synthetic data. We compare versions of Pancakes trained with real data
only, synthetic data only, or both. When trained with both real and synthetic data, Pancakes
consistently outperforms the other variants in Dice scorep(< 0:05 with a paired Student-t
test), for M =16, as shown in Table 2.2. We nd that forM = 8, the performance change is
not statistically signi cant.

Pancakes and interactive segmentation. If a user has a particular segmentation protocol

in mind, but there are no existing tools for it, they can choose the protocol produced by
Pancakes that best aligns with their intended use. This choice will often su ce. In cases
where Pancakes' segmentations are not su ciently accurate for example, when targets are
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Figure 2.14: Learning a complete protocol. Training on OASIS, we learn accurately a
complete protocol with our loss modi cation.

far from the training distribution the segmentation maps can o er excellent initializations

for interactive segmentation systems such as ScribblePrompt [11]. To demonstrate this, we
compare using ScribblePrompt with and without initialization using Pancakes' predictions.
Figure 2.13 shows that: (1) on average, Pancakes' predictions can be improved by 5 Dice
points with a single interactive click, for set sizes larger than one. (2) on average, using
ScribblePrompt with a Pancakes-initialized segmentation reduces the number of required
interactions by half. If used alone, it takes ScribblePrompt 5 to 8 clicks for the prediction
guality to plateau, while, when initialized with Pancakes' predictions, ScribblePrompt can
reach the same results in 3 to 4 clicks.

Learning a complete protocol. The primary objective of Pancakes is to propose a diverse

set of consistent protocols for an image group. We do not enforce constraints across protocols
produced, but at times it would be good to do so. For example, symmetric labels (left
and right ventricles or posterior and anterior hippocampus) in the same protocol might be
desirable. One way to incorporate this into the Pancakes framework is to apply the loss
function to two randomly chosen segmentation targets in a multi-label dataset, rather than
one. As a preliminary experiment, we train a Pancakes model on OASIS. Figure 2.14 shows
that Pancakes with this simple loss modi cation e ectively learns the two complete protocols
present in the training data. We are planning to explore this more in future work.

2.6 Conclusion

This chapter presents Pancakes, a new framework that predicts segmentation maps for
multiple protocols in previously unseen biomedical imaging domains, with each protocol being
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semantically consistent across images. Pancakes estimates a distribution over plausible label
map protocols and provides a mechanism to sample multiple segmentation maps from this
distribution. Pancakes is not intended to replace existing clinically validated segmentation
protocols. If there is an existing tool for a particular protocol, we would advise using it.

Pancakes is intended to be used by biomedical experts. We assume that the user has
an idea of the desired labels and can both select a fé&vvalues a priori and identify the
mapping between a label and a known structure. We also assume that visualizing several
protocols simultaneously is reasonable for such users. Finally, while we trained and evaluated
Pancakes on a diverse set of medical images, we did not capture all biomedical image types
and domains that a user might encounter.

Predicting plausible segmentations in a new domain, without prior knowledge of the
number of labels or their associated shapes, is challenging. Our experiments demonstrate
that Pancakes achieves state-of-the-art performance on seven held-out datasets. This chapter
addresses an important, previously overlooked problem, enabling biomedical researchers
to segment entire collections of images without requiring manual annotations or example
segmentations. This can, in turn, substantially speed up downstream biomedical studies.
In Chapter 3, we focus on the scenario where the user already has an idea of the specic
structure to segment along with a small context set of labeled examples.
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Chapter 3

Stochastic In-Context Learning for
Medical Image Segmentation

3.1 Introduction

Segmentation is a core step in medical image analysis, for both research and clinical appli-
cations. However, current approaches to medical image segmentation fall short in two key
areas. First, segmentation typically involves training a new model for each new modality
and biomedical domain, which quickly becomes infeasible given the resources and expertise
available in biomedical research and clinical environments. Second, models most often provide
a single solution, whereas in many cases, the target image contains ambiguous regions, and
there is no single correct segmentation. This ambiguity can arise from noisy or low-contrast
images, variation in the task de nition, or from human raters' interpretations and down-
stream goals [121,122]. Failure to account for this ambiguity can a ect downstream analysis,
diagnosis, and treatment.

Recent work tackles these issues separately. In-context learning (ICL) methods generalize
to unseen medical image segmentation tasks, employing an input context or prompt to guide
inference [16,34,123]. These methods are deterministic and predict a single segmentation for
a given input image and task.

Separately, stochastic or probabilistic segmentation methods output multiple plausible
segmentations at inference, re ecting the task uncertainty [49,50,56]. Each such model is
trained for a speci c task, and outputs multiple plausible segmentations at inference for
that task. Training or ne-tuning a model for a new task requires technical expertise and
computational resources that are often unavailable in biomedical settings.

This chapter! presents Tyche [17], a framework for stochastic ICL medical image segmen-
tation (Figure 3.1). Tyche includes two variants for di erent settings. The rst, Tyche-TS
(Train-time Stochasticity), is a system explicitly designed and trained to produce multiple
candidate segmentations. The second, Tyche-IS (Inference-time Stochasticity), is a test-time
solution that uses a pretrained deterministic ICL model.

Tyche takes as input the image to be segmented (target), and a context set of image-

IWork presented at CVPR 2024[17]. This chapter includes minor edits and clari cations. We refer to the
CVPR publication for the most exhaustive supplemental material.
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segmentation pairs that de nes the task. This enables the model to perform unseen seg-
mentation tasks upon deployment, omitting the need to train new models. Tyche-TS learns
a distribution of possible label maps, and predicts a set of plausible segmentation samples.
Tyche-TS encourages diverse predictions by enabling the internal representations of the
di erent predictions to interact with each other through a novel convolutional mechanism, a
carefully chosen loss function and noise as an additional input. In Tyche-IS, we show that
applying test-time augmentation to both the target and context set in combination with a
trained ICL model leads to segmentation candidates competitive with Tyche-TS.

This chapter makes the following contributions.

" We present the rst solution for probabilistic segmentation for ICL. We develop two
variants to our framework: Tyche-TS that is trained to maximize the quality of the best
prediction, and Tyche-IS, that can be used straightaway with an existing ICL model.

For Tyche-TS, we introduce a new mechanism, the SetBlock, to encourage diverse seg-
mentation candidates. Tyche-TS is simpler than existing stochastic methods, predicting
all the segmentation candidates in a single forward pass.

Through rigorous experiments and ablations on a set of 20 unseen medical imaging
tasks, we show that both variants of Tyche produce solutions that outperform existing
in-context and interactive segmentation benchmarks, and can match the performance
of specialized stochastic networks trained on speci ¢ datasets.

3.2 Related Work

Biomedical segmentation is a widely-studied problem, with recent methods dominated by
UNet-like architectures [13,124,125]. These models tackle a wide variety of tasks, such as
di erent anatomical regions, di erent structures to segment within a region, di erent image
modalities, and di erent image settings. With most methods, a new model has to be trained
or ne-tuned for each combination of these. Additionally, most models do not take into
account image ambiguity, and provide a single deterministic output.

Multiple Predictions. Uncertainty estimation can help users decide how much faith to put

in a segmentation [48] and guide downstream tasks. Uncertainty is often categorized into
aleatoric, uncertainty in the data, and epistemic, uncertainty in the model [126,127]. In this
work, we focus on aleatoric uncertainty. Medical images are also heteroscedastic in that the
degree of uncertainty varies across the image.

Di erent strategies exist to capture uncertainty. One can assign a probability to each
pixel [128 131], or use contour strategies and di erence loss functions to predict the largest
and smallest plausible segmentations [132,133]. These strategies however do not capture
correlations across pixels. To address this, some methods generate multiple plausible label
maps given an image [49 51,53,56]. To achieve this, one can directly model pixel correlations,
such as through a multivariate Gaussian distribution (with low rank covariance) [56], or
more complex distributions [134]. Alternatively, various frameworks combine potentially
hierarchical representations for UNet-like architectures with variational auto-encoders [49 51].
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Figure 3.1: Tyche: an in-context stochastic segmentation framework. Human
annotators (top) can handle a wide variety of tasks, but di erent annotators often produce

di ering segmentations. Existing automated methods (middle) are typically task-specic
and provide only one segmentation per image. Tyche (bottom) can capture the kind of
disagreements common among annotators. It does so across many modalities and anatomies
without retraining nor ne-tuning.

More recently, di usion models have been used for ensembling [53] or to produce stochastic
segmentations [52,55]. Some methods explicitly model the di erent annotators to capture
ambiguity [46,47,135,136]. These methods do not apply to our framework where the number
of annotators and their characteristics are unknown.

Most of the models mentioned above involve sophisticated modeling or lengthy runtimes,
and need to be trained on each segmentation task. In Tyche, we build on these methods, but
combine a more e cient mechanism with an ICL strategy to predict segmentation candidates.
The mechanism in Tyche is similar to the one introduced in Chapter 2. But instead of
producing multiple protocols jointly, Tyche produces multiple candidate predictions for a
xed task, de ned by the context set. Finally, while the Tyche predictions can be used to
understand the underlying variability in a model, it does not provide a probabilistic estimate
for each prediction.

In-context Learning. Few-Shot frameworks use a small set of examples to generalize

to new tasks [137 143], sometimes by ne-tuning an existing pretrained model [144 147].
In-context learning segmentation methods (ICL) use a small set of examples directly as input
to infer label maps for a task [16,123,148,149]. This enables them to generalize to new tasks.
For example, UniverSeg uses an enhanced UNet-based architecture to generalize to medical
image segmentation tasks unseen during training [123]. We build on these ideas to enable
segmentation of new tasks without the need to re-train, and expand this paradigm to model
stochastic segmentation.
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Figure 3.2: Tyche Model Schematic. The target x!, context set (x};y})jsz1 , and noise

imagesfz g, are inputs to the network. The architecture employs UNet-like levels, but
uses SetBlocks that enable interactions between the context set and the target segmentation
candidates.

Figure 3.3: CrossBlock (left) and SetBlock (right) Mechanisms. The CrossBlock

involves interactions between a single feature and a set of features, and outputs a new feature
for the target and new features for each context element. The SetBlock enables interactions
between the set of features from the context set and the set of features from the prediction
candidates. It outputs two sets of features, one for the context and one for the prediction
candidates.

Test Time Augmentation. Test-time augmentation (TTA) uses perturbations of a test in-
put and ensembles the resulting predictions. Existing TTA frameworks improve accuracy [150
153], robustness [154], and estimates of uncertainty [155,156]. Test-time augmentation has
been applied to diverse anatomies and modalities including brain MRI and retinal fundus [156
161]. Prior work has formalized the variance of a model's predictions over a set of input
transformations as capturing aleatoric uncertainty [156,161,162].

Tyche's use of TTA is distinct from prior work. Instead of ensembling segmentations over
perturbations of a test input or pixel-wise estimates of uncertainty, Tyche extends TTA to
the ICL setting and uses the individual TTA predictions to model uncertainty.
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3.3 Method

For segmentation taskt, let f(x{;y/)gl; be a dataset with images<' and label mapsy'.
Typical segmentation models learn a di erent function* = g «(x') with parameters ! for
each task t, where $is a single segmentation map prediction.
We design Tyche as an in-context learning (ICL) model using a single function for all

tasks:

=1 (xYz; SY: (3.1)
This function, with global parameters , captures a distribution of label mapdy L gk, , given
target x', context setS' =fx ;y'g3, de ning task t, and noisezy N (0;1). We use this
modeling strategy in two ways: we either explicitly train a network to approximate the
modelf () in Tyche-TS, or design a test-time strategy to approximaté () using an existing
(pretrained) deterministic ICL network in Tyche-IS.

3.3.1 Tyche-TS

In Tyche-TS, we explicitly train a neural network forf () that can make di erent predictions
given the same image inpuk' but di erent noise channelsz,. We model interaction between
predictions, and employ a loss that encourages diverse solutions (Figure 3.2).

Neural Network

We use a convolutional architecture focused on interacting representations of sets of exible
sizes using a modi ed version of the usual UNet structure [124].

Inputs. Tyche-TS takes as input the target x!, a set of K Gaussian noise channelg, and a
context set, S.

Layers. Each level of the UNet takes as input a set of K candidate representations and

S context representations. We design each level to encourage communication between the
intermediate elements of the sets, and between the candidate and context features. The size
K is exible and can vary with iterations.

SetBlock. We introduce a new operation called SetBlock, which interacts the candidate
representationsU = fu;gf,, with the context representationsV = fv;g3,, illustrated

in Figure 3.3. We use the CrossBlock [123] as a building block for this new layer. The
CrossBlocKu; V) !  (u%V9 compares an image representation to a context set repre-
sentation V through convolutional and averaging operations, and outputs a new image
representationu® and a new set representatiow ° (Figure 3.3). SetBlockU;V) ! (U%V9
builds on CrossBlock and performs a set to set interaction of the entries of U and V :

P m
u=1=m 2, u (3.2)
u % V= CrossBlock(; V) (3.3)
u’=Convy, (Uijp 9; i=1;::5;K (3.4)
u’=Conv, (Ud); i=1;:::;K (3.5)
vl=Conv, (vi); i=1;:::;S; (3.6)
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wherejj is the concatenation operation along the feature dimension. The CrossBlock interacts
the context representation with the mean candidate. TheCony,, step communicates this
result to all candidate representationsCony, and Cony, then update all representations. All
convolution operations include a Leaky ReLU non-linear activation function.

Best candidate Loss

Typical loss functions compute the loss of a single prediction relative to a single target, but
Tyche-TS produces multiple predictions and has one or more corresponding label maps.We
optimize
L(;T)=E @1 Eptyiyst Lseg PGy (3.7
with
Lseg(fP k9:¥;) = min Loice ViV (3.8)

wherey! is a segmentation from rater, and L pice is a weighted sum of soft Dice loss [163]
and binary cross-entropy. Given as input a targek' and a contextS', the model outputs

K segmentation candidateg). Despite potentially high target ambiguity, for each training
iteration we use only one randomly sampled ground truth annotatioy!. By only back-
propagating through the best prediction amond candidates, the network is encouraged to
produce diverse solutions [164 167]. The best candidate loss (Eq. 3.8) only evaluates the
candidate that yields the lowest loss, as shown in Figure 3.4.

If a standard segmentation loss was used across all predictions, each prediction would
tend towards the lowest expected cost over the space of possible segmentations for that
image, leading to a mean segmentation among raters. This is particularly harmful when
target ambiguity is high (i.e., human raters would disagree with each other). The mean
segmentation could be quite di erent from what any rater would provide, and not capture
the underlying ambiguity. With the best candidate loss, the model is encouraged to make
di erent guesses for di erent segmentation candidates. This increases the chance that one
prediction matches the rater being used as ground truth for that iteration.

Training Data

We employ a large dataset of single- and multi-rater segmentations across diverse biomedical
domains. We then use data augmentation [123], as described in Section A.1.
We add synthetic multi-annotator data by modeling an image as the average of four
blobs representing four raters. Each blob is a white didy deformed by a random smoothed
formation eld ;. The synthetic image is a weighted pixel-wise sum of raters' annotations:
i4=1 wi(b i) where represents the spatial warp operation.

Implementation Details

We use a UNet-like architecture of 4 SetBlock layers for the encoder and decoder, with 64
features each and Leaky RelLU as activation function. We use the Adam optimizer and a
learning rate of 0.0001. We train Tyche-TS with a context size of 16 and a batch size of
4. We use a kernel size of 3. To obtaiK segmentation candidates, we generat€ noise
sampleszy N (0O;1). We duplicate the input K times and concatenate each noise sample
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Figure 3.4: Best candidate Loss Explanation. Because of ambiguity in the target,

there are multiple plausible ground truths. With a standard Dice loss, all the candidate
segmentations converge to the mean segmentation. The best candidate loss enables the
model to explore di erent plausible segmentations, since even one proposal matching the
rater segmentation used at that iteration leads to a good loss value.

with a duplicated target to form K stochastic inputs to the network. At training, we have
a xed number of candidates per sample, i.eKy = 8. At inference, we consider di erent
numbers of candidates.

3.3.2 Tyche-IS

In Tyche-IS, we rst train (or use an existing trained) deterministic ICL segmentation system
Y = h (x!;S'): We then introduce a test-time in-context augmentation strategy to provide
stochastic predictions:

o =f (x'z:;S" (3.9)
=h (aug(x'; z;S")); (3.10)

with xt; St = aug(x'; z.; S'), an augmentation function.

Test-Time Augmentation Strategy

Typically, test-time augmentation for single task networksy = g;(x) applies di erent trans-
forms to an input image x:
Xc=a (X Zk); (3.11)

where are augmentation parameters anady is a random vector. A nal prediction is

then obtained by combining several predictions of augmented images. Most commonly, the
combining function averages the predictions:

X
G (%); (3.12)
k

_1
Y=x

where the sum operates pixel-wise.
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Figure 3.5: Example Augmentations for Tyche-IS. We show for samples from di erent
datasets how three new segmentation candidates are generated. Starting from the top row,
augmentations are applied to both the target and context set to obtain new predictions. Each
row represents a new target-context pair. We omit from this visualization the corresponding
labels. We only augment with intensity-based transforms.

We introduce in-context test-time augmentation (IC-TTA) as mechanism to generate
diverse stochastic predictions.
We apply augmentation to both the test target ¥ and the context set S:

(v =@ (xi)y) (3.13)
S'=fa (x{);ylg3;: (3.14)

We repeat this process Ktimes to obtain K; stochastic predictions:
he=F (652 (3.15)

We only apply intensity based transforms, to avoid the need to invert the predicted segmen-
tations. We apply Gaussian noise, blurring and pixel intensity inversion. Examples of the
augmentations produced are illustrated in Figure 3.5. For the Tyche-IS network, we use the
baseline UniverSeg [123], trained with the same data as Tyche-TS, same batch size, and same
context size.

3.4 Experimental Setup

3.4.1 Data

We use the collection of biomedical and synthetic datasets used in [8,11,17], using similar
preprocessing methods. The complete list of datasets is presented Table A.4. Most datasets
include a single manual segmentation per example, while a few have several raters per image.

Data Splits. We partition each dataset into development, validation, and test splits. We
assign each dataset to an in-distribution set (I.D.) or an out-of-distribution set (O.D.). We
train exclusively on the development splits of the I.D. datasets, and use the validation splits
of the I.D. datasets to tune parameters. We use the validation splits of the O.D. datasets
for nal model selection. We report results on the test splits of the O.D. datasets. We nd
minimal di erence between early stopping and training until convergence.
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